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Can Bayesians Account for Higher Order Defeat?
Abstract: This paper considers the extent to which classical Bayesianism can accommodate
the view that we ought to abandon beliefs in response to higher order defeaters. I consider
four different ways to develop a Bayesian account of defeat: the first, involving a simple
application of Bayes' theorem, the second involving an appeal to self-locating propositions,
the third involving an appeal to higher order propositions and the fourth appealing to
information loss. I raise some worries for each of these approaches and end by suggesting
that our response to higher order defeaters might be better thought of as involving a
departure from traditional Bayesian reasoning.
The "you just believe that because" challenge1 sounds something like this: "You're just an
atheist because you were raised by atheists", "you're just an externalist because you did your PhD in
Oxford", "you just think that pain and death are bad because you've been programmed to think those
things by natural selection." Learning such facts about our beliefs' causal history can be disturbing,
and it might seem as if an appropriate response to these considerations is to abandon the beliefs that
have been influenced in these potentially problematic ways.
In this paper I'll explore the extent to which thinking of agnosticism as the appropriate
response to this sort of evidence can be motivated, or even accommodated, in a Bayesian framework.
If it turns out that agnosticism in response to "you just believe that because…" considerations isn't well
accommodated by Bayesianism, then either we should give up on the idea that we ought to abandon
our belief in these cases, or we should acknowledge that some rational transitions elude the Bayesian
framework.
1. Bayes' Theorem and Defeatism
To do anything with Bayesianism it's best to have a really simple case or set of cases to work
with. So I'm going to present some toy cases that have lots of idealizations built in (these case are
based on a much-discussed case in the higher order evidence literature, originating in Elga (ms.)).
These cases aren't intended to be particularly realistic. My thought, though, is that if Bayesianism
can accommodate the general idea that we ought to abandon our opinions in response to information
about their causal history, it should deliver what I'll call "the defeatist verdicts" in simplified toy cases
like the ones below.

I borrow the name of this widely discussed challenge comes from White (2010). For a smattering of approaches see
also Cohen (2000), Street (2006), Christnesen (2010), Avnur and Scott-Kakrues (2015), Vavova (2018), Pittard (2019),
Schoenfield (forthcoming), and Elga (ms.)
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Here's the first case:
HYPOXIA:

You’re a cargo pilot who was hired to fly from London to Philadelphia to deliver
some goods. While in the air you get a message from your employer. They inform you that,
due to some recent developments, it would be optimal for the goods to be delivered to Los
Angeles rather than Philadelphia. Unfortunately, they can't afford a refueling stop, but
they're wondering whether you have enough fuel to safely make it to Los Angeles. At this
point your credence that you have enough fuel to make it to Los Angeles (call this proposition
L) is 0.5.
You know that you can easily gather some evidence that will support either a high credence
in L or (an equally) high credence in ~L (depending of course on what type of evidence you
receive) so at 12pm you gather some evidence by looking at your gauges dials and maps (call
the evidence you get E). E supports L and you rationally become confident that L on its
basis.
You get a call from ground control at 12:05pm. They alert that for the last five minutes
you've been flying at an altitude which puts you at risk for hypoxia: a condition that impairs
one's ability to engage in the kind of reasoning you just did, even though everything seems
normal from the inside. Pilots reasoning at your altitude about such matters, you are
informed, reason in a way that is no better than chance. Call the information you get from
ground control “H.”
Defeatist verdict: Your credence in L after you learn you H, should go back to 0.5.2
A number of authors3 have pointed out that the correct version of defeatism shouldn't say that
whenever you learn that the chance of you judging correctly whether P is 0.5, your credence in P
should be 0.5. For consider:
PITTSBURGH-HYPOXIA:

You’re a cargo pilot who was hired to fly from London to
Philadelphia to deliver some goods. While in the air you get a message from your employer.

For defneses of such verdicts see e.g. Christensen (2010, 2019), Horowitz and Sliwa (2015), Vavova (2018), Pittard
(2019), Bradley (forthcoming) and Elga (ms.). For arguments against defeatist verdicts see e.g. White (2010), Kelly
(2011), Lasonen Aarnio (2014), Titelbaum (2015) and Weatherson (ms.).
3 White (2009), Pittard (2019), Isaacs (2020)
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They inform you that, due to some recent developments, it would be optimal for the goods
to be delivered to Pittsburgh rather than Philadelphia. Unfortunately, they can't afford a
refueling stop, but they're wondering whether you have enough fuel to safely make it to
Pittsburgh. At this point your credence that you have enough fuel to make it to Pittsburgh
(call this proposition P) is 0.95. (Pittsburgh is quite close to Philadelphia so, from the get-go,
you think it's very unlikely that you'd be in a situation in which you have enough fuel to make
it to Philadelphia but not enough to make it to Pittsburgh).
At 12pm you gather some evidence E by looking at your dials gauges and maps which you
know strongly supports P or strongly supports ~P and, upon considering it, you rationally
end up with a credence of 0.99 that you have enough fuel to make to Pittsburgh. You get a
message from ground control at 12:05pm alerting you that for the past five minutes you've
been flying at an altitude which puts you at risk for hypoxia. Pilots reasoning about such
matters at this altitude reason in a way that is no better than chance.
What is the defeatist verdict for this case? The defeatist of course won't think that your
credence that you have enough fuel to make it to Pittsburgh should shoot all the way down to 0.5.
That would be a highly implausible verdict. Rather, they'll think, your credence that you have enough
fuel to make it to Pittsburgh in such a case should be 0.95. Why? Because learning that a process
that outputs a certain judgment does no better than chance shouldn't, in general, take you to some
magic number like 0.5, but to whatever your prior happened to be.4 To put the point another way:
the defeatist intuition is based on the thought that learning that you're reasoning under conditions in
which you're likely to be impaired means that you should distrust the reasoning done under the

conditions in which you're likely to be impaired. In the original HYPOXIA case your prior credence
was 0.5 and so distrusting the reasoning you did while at risk for hypoxia results in a dramatic
reduction of confidence. In

PITTSBURGH-HYPOXIA

your prior was 0.95 and so distrusting the

reasoning you did while at risk for hypoxia results in a moderate reduction of confidence.
Can we give a systematic explanation of these verdicts? One that sits well with a classical
Bayesian picture? While Isaacs (2020) doesn't discuss this pair of cases in particular, he makes some
optimistic remarks about the prospects of a Bayesian treatment of such verdicts. A bit of context
about the Isaacs paper: Isaacs' main goal is to argue against a view sometimes called "calibrationism"
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See also Bradley (forthcoming) for discussion on this point.
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– one that is intended to deliver defeatist verdicts. Towards the end of the paper Isaacs addresses
the following objection: if calibrationism fails, then how can defeatist verdicts be motivated in the
cases in which they are plausible? Here's what he says: "When the prior probability of the
proposition being judged is .5 [as it is in

HYPOXIA]

and the expected reliability of a judgment is

uniform then calibrationism does deliver sensible verdicts, and those sensible verdicts do not require
calibrationism. Under such circumstances calibrationism provably delivers the verdicts of standard
probabilistic epistemology" (256).5 What I'm interested in here is not so much Isaacs' treatment of
calibrationism, but his idea that the defeatists verdicts in cases like

HYPOXIA

are provably delivered

by standard probabilistic epistemology. How does the argument for this go?
Isaacs points out that according to Bayes' theorem (and subbing in "L" for his "p")
Pr(L|Judgment that L) =

Pr(L)Pr(Judgment that L|L)
Pr(L)Pr(Judgment that L|L)+Pr(~L)Pr(Judgment that L|~L)

Recall that it was stipulated in HYPOXIA that your prior probability that you had enough fuel to make
it to Los Angeles was 0.5. So, in the equation above, where Pr represents your prior probability
function we have:
Pr(L) = 0.5
Furthermore, because your reliability concerning L under hypoxic conditions is the same as
chance, we also have that:
Pr(Judgment that L|L) = Pr(Judgment that L|~L) = 0.5.
Plugging 0.5 in all around gives us that Pr(L|Judgment that L) = (.5)(.5)/[(0.5)(.5)+(.5)(.5)] = 0.5.

A quick note about uniformity: By uniformity Isaacs means that your reliability level is the same regardless of which
proposition is true. I'll be assuming uniformity in the cases under discussion throughout. If a Bayesian account of defeat
will succeed, it should work in the simple case when reliability levels are uniform.
5

5
So, says Isaacs, if you know that the reliability of a certain judgment-producing process is the
same as chance, and you know that the output of that process was the judgment "L", then, so long as
you start with a prior probability of 0.5 in L, Bayes' theorem will entail that your posterior probability
should be 0.5 as well.
If Isaacs' treatment works for HYPOXIA, then it will work for PITTSBURGH-HYPOXIA too. The
only difference is that in in PITTSBURGH-HYPOXIA your start out with a credence of 0.95 instead of
a credence of 0.5 in the proposition in question. Plugging in 0.95 as the prior probability, and
keeping the reliability level at 0.5 gives us: (.95)(.5)/[(.95)(.5)+(.05)(.5)] = 0.95, the desired verdict
PITTSBURGH-HYPOXIA.

More generally, the result delivered by Bayes theorem is that (as one would hope)
conditionalizing on the fact that you judged that P, in a context in which you regard the judgment
producing process to be as reliable as chance, should result in no revision at all to your opinion. So
when the reliability level is 0.5 we have that:
Pr(P|Judgment that P) = Pr(P)(.5)/[Pr(P)(.5)+Pr(~P)(.5)] = Pr(P)
While Isaacs is certainly right about what's entailed by Bayes' theorem, this application of the
theorem to cases of higher order evidence isn't, I think, quite as straightforward as it seems. Let's
start by thinking about what "Pr" here represents. "Pr" is meant to be your "prior". But prior to what?
There are three relevant propositions that you learn throughout the

HYPOXIA

story. One is the

proposition E, the first order evidence that supports L. The second is the proposition H, the
proposition that, in effect, tells you something about the reliability of the process that produced your
judgment. The third is a proposition that for now I'll just call "J," a proposition concerning what you
judged.
If an application of Bayes' theorem is going to yield the defeatist verdict, and Pr is the rational
probability function prior to gaining any of this evidence, then what we need Bayesianism to deliver
is that:
Pr(L|E&H&J) = 0.5.

6
At first glance it might seem that what the derivation above establishes that Pr(L|J) = 0.5. But that's
not quite right. Pr, after all, doesn't know H, and in the derivation above it's important that Pr regard
the reliability of the judgment-producing process to be the same as chance. Presumably though,
prior to learning H, you don't regard the reliability of the judgment producing process to be the same
as chance. Perhaps then, what the above establishes is that Pr(L|J&H) = 0.5. Applying Bayes'
theorem to Pr(L|J&H) gives us:
Pr(L|J&H) = Pr(L|H)Pr(J|L&H) / [Pr(L|H)Pr(J|L&H)+ Pr(~L|H)Pr(J|~L&H)]
This will equal 0.5 if Pr(L|H) = 0.5. Now, what's been stipulated in the case is just that Pr(L) = 0.5,
not that Pr(L|H) = 0.5. Perhaps though, the claim that Pr(L|H) = 0.5 is plausible enough. Pr, recall,
is the probability function that has yet to gain any of the relevant evidence and since Pr(L) = 0.5, it
doesn't seem unreasonable to suppose that conditional on the judgment-producing-process being as
reliable as chance, your credence in L is still 0.5. But even if we establish that Pr(L|J&H) = 0.5, that
doesn't get us to where we need. For in the actual case, in addition to J&H, you have E, evidence
which was stipulated to support L. So what we need for the defeatist verdict is that, conditional on
J&H, E no longer supports L. This doesn't fall out of an application of Bayes' theorem. What's
needed is some substantive thesis about why E can't bear on L in the presence of J&H.
In the literature on higher-order defeat, the question of whether E is relevant to L in the
presence of H is an issue on which defeatists and anti-defeatists disagree. Defeatists say things like:
"[i]n accounting for [higher order evidence], I must in some sense, and to at least some extent, put
aside or bracket my original reasons for my answer. In a sense, I am barred from giving a certain
part of my evidence its due." (Christensen, 2010, p.195). Whereas those who challenge defeatism
claim that the defeatist is guilty of ignoring some of the evidence.6 After all, these authors say, your
evidence for L isn't just some proposition about what you judged. You also have evidence E in hand.
Shouldn't that at least tip the scales a bit in favor of L? Does the first order evidence have no role
to play at all?
We don't need to settle who is right about this. The point is just that Bayes' theorem in
combination with the stipulations of the case doesn't, all by itself, deliver the defeatist verdict. What
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See e.g. Kelly (2011), Schoenfield (2015), Titelbaum (2015), Weatherson (ms.)
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it delivers depends on the thorny philosophical issues that are at the heart of the debate about
defeatism. But even if Bayesianism, combined with the stipulations of the case, doesn't decide the
matter, we can still wonder what kind of picture would be involved if the defeatists verdicts were to
be compatible with revising one's opinion in a Bayesian way. Let's consider that next.
2. The Role of Self-Location
If we're going to claim that, conditional on J&H, E has no bearing on L (as the defeatist must)
we're going to need to be pretty careful about what exactly H is saying. In particular, we'll need to
address the question of whether H is a centered or uncentered proposition.
Let's begin by supposing that H is some run of the mill uncentered proposition along the
lines of "On Monday, Miko is at risk for hypoxia, and the process producing their judgments is as
reliable as chance." And similarly let J be some proposition along the lines of "on Monday, Miko
judges that L" Let's call these proposition Hu and Ju to remind ourselves that we're talking about
uncentered propositions. The problem with this way of going is that the claim that E doesn't support
L, conditional on J&H, isn't very plausible if H and J are uncentered propositions (Christensen
(2010), Weisberg (2015), Schoenfield (2018)). For suppose Pr is my rational probability function
on Sunday, before I ever board a plane. Given that E supports L, it will presumably be true of my
credence function Pr on Sunday that Pr(L|E) = high. (Perhaps I've never consciously considered
the bearing of E on L, but Bayesians think we have conditional credences in all sorts of propositions
we've never consciously entertained). So now let's consider Pr(L|E&Ju&Hu). Presumably it should
still be high. After all, on Sunday, I should take the fact that I form some judgment under hypoxic
conditions on Monday to be completely irrelevant to how likely it is that I'll have enough fuel given
certain readings of gauges and dials. So it seems that if we take the proposition H to be the
uncentered proposition Hu, Bayesian defeatism doesn't look very plausible.
These considerations suggest that for the Bayesian defeatist picture to work, we need to think
of the proposition in question, the one we've been calling "H", as a centered proposition. (This
suggestion first appears in Christensen (2010)). Rather than saying something like "Miko is unreliable
on Monday" it should say something like "I am unreliable now." The thought is that, even on Sunday,
conditional on I'm unreliable now my credence in L given E will be 0.5. So we can still represent
the transition from the rational Sunday credences to the rational Monday credences through
conditionalization. Let's flesh out this strategy in more detail.
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First, if H is going to be a centered proposition, J will have to be one as well (otherwise they
won't hook up in the right sort of way). We'll also have to take care with how we understand what's
involved in "judging." If we go the centered-proposition route, so as to allow conditionalization to
deliver the right results in these cases, we can't think of judgments as something conscious. For while
it may be true on Monday that I consciously thought to myself something about L, there's no reason
to suppose that I was consciously thinking about L on Sunday. And if I wasn't thinking about L
consciously on Sunday, the question of what I should think on Sunday conditional on "I am
consciously judging that…" might be tricky to answer. So let's suppose for now that a judgment is just
a high credence.7
Next, we'll need to make sure to get the content of the judgment right. If the idea is that on
Monday, I learn that the process responsible for my judgment concerning the truth of L is unreliable,
the strategy won't work. For, on Sunday, I haven't judged that L: my credence in L is 0.5. If it's also
true on Sunday that I know that I haven't judged that L (for maybe I know that I'm agnostic about
L), then propositions like "I judge that L now" or "the process responsible for my judgment that L is
unreliable now" will be assigned credence 0, and so talking about my probabilities on Sunday
conditional on these known-to-be-false propositions will be a tricky matter.
What if we made the proposition H about my lack of reliability a more general proposition,
so that it didn't presume that I've made a judgment about L? Maybe something like "My cognitive
capacities are not operating well today" (or now or in the last five minutes – take your pick). That
would solve the problem above, but there's a different problem that arises if we make H general in
this way. Consider once again PITTSBURGH-HYPOXIA. In this case, Bayes' theorem gives that:
Pr(P|J&H) = Pr(P|H)Pr(J|P&H) / [Pr(P|H)Pr(J|P&H)+ Pr(~P|H)Pr(J|~P&H)]
(I'm granting the Bayesian defeatist that, at least if we go the self-locating proposition route, we can
ignore the relevance of E).
Assuming a reliability level of 0.5, we get that Pr(J|P&H) = Pr(J|~P&H) = 0.5. What's
needed to get the defeatist verdict – which says that your Sunday probability function, Pr, is such that
Pr(P|J&H) = 0.95 – is that Pr(P|H) = 0.95. But if H is the proposition "my cognitive capacities aren't

Horowitz and Sliwa (2015), Schoenfield (2015) and Pittard (2019) talk about judgments dispositions to form certain
credences rather than credences themselves. There may be reasons to prefer this route, but I don't think that the
arguments in this paper are going to depend on these details. For simplicity, I'm going to keep talking of judgments as
credences, but feel free to sub in your own favorite account of judgment.
7
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operating well today", is it clear that, on Sunday, Pr(P|H) = Pr(P), or for that matter, that on Sunday,
Pr(P|J&H) = Pr(P)? If you're a defeatist, don't you want to allow for the possibility that learning
information about your cognitive capacities on Sunday could have some defeating effect on your
high credence in P on Sunday? This will depend of course on what sorts of cognitive goings-on were
happening for you on Sunday, but for all that's been said, there may have been some cognitive activity
concerning P that took place on Sunday (maybe you were looking at the distance between
Philadelphia and Pittsburgh on a map), in which case, if H is the proposition "my cognitive capacities
are not operating well today" it may well be that Pr(P|H), or Pr(P|J&H) should not equal Pr(P) on
Sunday.
This consideration points to a general issue with the centered-proposition strategy, and that
is that what you should think conditional on "My cognitive capacities are functioning poorly now" (or
today) should depend on the details of your doxastic state at the time in question. If on Sunday I
revise my credence in Q from 0.7 to 0.8, then, on Sunday, the defeatist will want to say, my credence
in Q conditional on my cognitive capacities are functioning poorly today should be 0.7. If on
Monday, I revise my credence in Q from 0.8 to 0.9, then the defeatist will want to say that my
credence in Q conditional on my cognitive capacities are functioning poorly today, should be 0.8.
So there is simply no general fact about how confident I should be in a proposition conditional on

my cognitive capacities are functioning poorly today. How confident I should be will depend on the
details of my doxastic situation at the given time. This means that even if the defeatist can make the
case that conditional on "my cognitive capacities are functioning poorly now" my credences should
be such-and-such on Sunday, it just doesn't follow that they should also be such-and-such on Monday.
So what should we make of all this? We've seen that applying conditionalization and thinking
of H as a centered proposition about your reliability concerning your judgment that L has problems
(because on Sunday you might assign credence 0 to the proposition that you judge that L). We've
also seen that thinking of H as a centered proposition about the reliability of your cognitive capacities
in general doesn't work. Is there another self-locating option that might do the trick?
3. The Role of Higher Order Propositions
What if we let H be the centered proposition: "My current judgment about the bearing of E

on L was formed unreliably." Let's call the proposition that it's rational to believe L in response to
E (given the background information available on both Sunday and Monday), "RatEL." What we're
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now considering, then, is the proposal that the proposition H is the proposition "My current
judgment about RatEL was formed unreliably" and J is the centered proposition "I now have a high
credence that RatEL."
If we go this route, we'll need some way of explaining how my reliability levels concerning
RatEL bear on the credence I should have in L. (Recall, the various applications of Bayes' theorem
we've been considering have been attempting to leverage reliability facts concerning judgments about
a certain proposition, to motivate claims about the credences you ought to have in that very

proposition).
I'll get to that in a moment. But there are a few other issues worth noting: first, it's not obvious
that the issues with self-location raised in the previous section don't apply here as well (how confident
I should be in RatEL conditional on my credence in RatEL being unreliably formed on Sunday isn't
obviously how confident I should be in RatEL conditional on my credence in RatEL being unreliably
formed on Monday). Second, do I really know that my credence that RatEL on Monday was
"unreliably formed"? If I didn't reason poorly (and there's a 50% that I didn't) did I revise my
credence at all in RatEL, or is it the same one I had on Sunday? And if I leave open the possibility
that it's the same credence I had on Sunday, do I know that the process producing my current

credence is unreliable?

Maybe these issues could be addressed. But there are yet further

complications concerning about how centered and uncentered propositions will interact with one
another. For example, suppose that I'm Miko and, on Monday, in addition to learning the centered
proposition "I judge that RatEL now" I also learn the uncentered proposition "Miko judges that
RatEL is true on Monday" and in addition to learning "I'm unreliable about RatEL now" I also learn
"Miko is unreliable about RatEL on Monday." Finally, let's imagine a version of the case in which
I'm told (on Monday) that only once in Miko's entire life is Miko cognitively unreliable. Call this
(uncentered) proposition that Miko is only unreliable once "O." If we think that my credences on
Monday should be what my credences were on Sunday conditional on the various things I learn on
Monday, we'll run into trouble on the self-location model. For this will yield the result that my
credence in L on Monday should equal my Sunday credence in L conditional on I'm only unreliable
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once and I'm unreliable on Monday and I'm unreliable now and now is Sunday. But that conjunction
of propositions should be assigned credence 0.8
But even if all of these issues about self-location could be solved, there are additional
problems. To see this, let's get back to the question of how we'd go about connecting my lack of
reliability concerning RatEL (the proposition that it's rational to believe L in response to evidence E)
to my credence in L. The defeatist who goes this route will need to maintain that certain connections
exist between a rational agent's opinions about higher order propositions (like RatEL) and first order
proposition (like L – at least when the first order evidence is E). If the defeatist endorses some sort
of bridge principle connecting the higher and lower order propositions (e.g. Elga (2012) and Dorst
(2019)), then, if we could make the case that, upon learning H, my credence in RatEL should go do
down significantly, we could deploy the bridge principle to yield the result that my credence in L
should go down significantly as well.
The least controversial such principles that I'm aware of (which, for the connoisseurs, are
versions of Elga's "New Rational Reflection," or Dorst's "Hifi") will yield the result that my credence
in L once I learn H in

HYPOXIA

should be 0.5 if my credence in RatEL goes to 0.5.9 So what we

These kinds of complications are not, I think, unique to anything about higher order evidence. Similar issues would
arise if I tried to make my Monday credences conditional on "it's raining now" identical to my Sunday credences
conditional on "it's raining now." Such complications are generally dealt with my claiming that (most of the time)
conditionalizing on centered propositions shouldn't impact your credences in uncentered propositions. So, for example,
if on Easter Sunday, you are such that Pr(it rains on Easter Sunday of 2021 |it's raining now) = 1, that shouldn't entail
that if, on Monday you learn "it's raining now" your credence in the uncentered propositions "it rains on Easter Sunday
of 2021" should be 1. The uncentered propositions are, on this way of going, "sheltered" from centered information.
There are however special cases (generally involving variations of the sleeping beauty problem) where it's thought that
centered information should bear on your uncentered opinions. So how to decide when conditionalizing on centered
information is appropriate and when it should bear on your uncentered opinions? There are different views on the
matter (see e.g. Hitchock (2004), Halpern (2005), Bostrom (2007) and Bradley (2011)). The only thing I want to point
out here is that the application of the centered-proposition strategy to cases of higher order evidence which is inspired
by Christensen (2010) and explored in depth in Schoenfield (2018) appeals to a theory by Bradley (2011) about when
self-locating information should be conditionalized on. And although Schoenfield (2018) rejects Bradley's view, it's not
at all clear to me that Bradley's theory of self-location actually recommends allowing centered information to bear on
uncentered information in the way the defeatist needs.
8
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The bridge principle that I think the defeatist needs (this is a variant of Elga's (2012) NRR and Dorst's (2019) Hifi) will
look something like this:
BRIDGE: Let Pr be the rational ur-prior and let Pr* be Pr(⋅ |Pr is rational). Then, Pr = Exp (Pr*), and Pr(⋅ |E)
= Exp ⋅ (Pr*(⋅ |E))
The difference between BRIDGE on the one hand, and NRR on the other is that, while BRIDGE tells you that your
credences (when your evidence is E) should equal your expectation of the rational credence function that knows both E
and which credence function is the rational ur-prior, NRR says that your credences should equal your expectation of the
rational credence function that knows both E and which credence function is rational given E. The problem with
Pr

Pr( |E)
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need to do now is explain why and how, upon learning H, my credence in RatEL should go down
to 0.5. How does this explanation go?
Suppose, as we have been, that H is the self-locating proposition "the process responsible for
my current credence that RatEL is unreliable." How confident should I be in RatEL given H? We've
already seen there that it's not in general true that, for any proposition P, Pr(P|My judgment
producing process concerning whether P is unreliable now) = 0.5. Cases like PITTSBURGH-HYPOXIA,
and similar examples from Pittard (2019) and Isaacs (2020) reveal the implausibility of such a
principle. Just to add one more example to the mix: suppose that you're excavating for emeralds.
You find an emerald, and upon taking a look at it, you judge that it is green (no big surprise there –
that's what you expected, having already observed so many green emeralds). Then you're told that
your ability to distinguish green and blue (visually) at the moment is as reliable as chance. Nobody
would want to say that upon learning that your vision is unreliable you should be 0.5 confident that
the emerald is green.
So, if it's not in general true that, conditional on being unreliable about P, your credence in
P should be 0.5, why should we think this is true of RatEL? Here's one possible answer: on Sunday,
your credence in RatEL should have been 0.5. When your prior is 0.5, it's much easier to make the
case that, conditional on being unreliable, you should adopt a 0.5 credence. To contrast with the
emeralds, consider: a fair coin is tossed. Before looking at it, you're 0.5 confident that it landed
Heads. Then you look at the coin and you judge that it did indeed land Heads. In this case, it's
plausible that conditional your visual ability to distinguish Heads from Tails being as reliable as
chance, your credence in Heads should be 0.5. This is exactly the kind of the case that I think is
easily accommodated by the reasoning from Isaacs that I described in the beginning. For if you
think that your evidence that the coin landed Heads in this case is "I judge that it landed Heads" (or
"it visually appears to me that it landed Heads"), and you start out thinking that your vision is reliable,
then we get:

appealing to NRR in a defeat context is that in HYPOXIA you're meant to become uncertain, upon learning H, about
what it is rational to believe given E. But while you may not be in a position to be confident about what E supports, you
may well be in a position (because you know that defeatism is true) to be confident about what E&H supports (namely,
a 0.5 credence in L). If that's right, then once you have H in hand, you may have no uncertainty at all about what's
rational given your total evidence. Thus, if H is meant to change your expectation of the value of some credence function,
and this change in expectation is meant to change your credence in L, it had better be a credence function that knows
what's rational given E, and not (only) what's rational given E&H. Thanks to [omitted] for discussion on this point.
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Pr(Heads|Judge Heads) > Pr(Heads)
But also:
Pr(Heads|Judge Heads and Vision Unreliable) = Pr(Heads) = 0.5.
Notice that a nice thing about this case is that it doesn't actually require any propositions to be selflocating! Pr could be your credence function on Sunday before you saw how the coin landed. "Judge
Heads" could be the proposition "Miko judges that the coin lands Heads on Monday" and "Vision
Unreliable" could be the proposition "Miko's vision is unreliable on Monday."
Similarly, suppose that I'm Miko and we managed to establish that my credence function Pr
on Sunday should be such that:
Pr(RatEL) = 0.5.
Pr(RatEL|Miko judges RatEL on Monday) > Pr(RatEL)
And also:
Pr(RatEL|Miko judges RatEL on Monday and Miko is unreliable on Monday about RatEL) =
Pr(RatEL) = 0.5
If these were what my credences should be, the Bayesian defeatist might be able to get what
they want. Here's another nice feature of this way of going – not only do we not have to deal with
the complications that the self-location strategy faced, we also don't have to worry (at least in this
context) about "bracketing" E. And that's because while we are assuming that E is evidence for L, it
seems reasonable to suppose that (at least on Sunday) you shouldn't take E to be evidence for RatEL.
So if the above holds, I think it would be harmless to sprinkle in some "E"s and get that:
Pr(RatEL|E) = Pr(RatEL) = 0.5.
Pr(RatEL|Miko judges RatEL on Monday&E) > Pr(RatEL|E)
Pr(RatEL|Miko judges RatEL on Monday and Miko is unreliable on Monday about RatEL&E) =
Pr(RatEL|E) = Pr(RatEL) =0.5.
If this all works out then we get to say that your credence in RatEL on Monday after learning
H should back to the original 0.5. If we also have a bridge principle that tells us that given that we're
only 0.5 in RatEL on Monday, our credence in L should also only be 0.5 in Monday, then maybe
we have at least a sketch of how the Bayesian story will go.
But there were some big "if"s here, particularly about the plausibility of the claim that on
Sunday my credence that RatEL should be 0.5. RatEL, recall is meant to be a (true) proposition
about the evidential support relations. What is it about my Sunday situation that explains why my

14
credence in RatEL should be 0.5? Is the idea perhaps motivated by something like the principle of
indifference? Whether this could be motivated or justified I don't know (you can't in general just
take some proposition off the shelf and say that, because of the principle of indifference, your
credence in it should be 0.5).10 But I do want to point to another concern about going this way that
arises even if the strategy could be motivated.
The concern is this: the bridge principle that would yield the result that, if your credence in
RatEL is 0.5 on Monday, your credence in L should be 0.5 on Monday, will also tell us that if your
credence in RatEL should be 0.5 on Sunday, your credence in L given E should be 0.5 on Sunday.11
The reason this is problematic is that it was stipulated in the case that it was rational to believe L in
response to E. But if on Sunday, your credence in L given E should be 0.5, and it's rational to
conditionalize, how can we say that it's rational to believe L in response to E? Furthermore, suppose
you're in the Sunday situation and you've also read this paper and have been convinced to take the
path we're currently considering. Then, not only are you 0.5 in L given E, you are convinced that
that is the rational conditional credence to have. If you also endorse conditionalization, then you'll
think that it would be irrational, upon learning E to be confident in L. But if you are confident that
it would be irrational to be confident that L upon learning E, why are you 0.5 that RatEL? Shouldn't
your credence in RatEL be closer to 0?
Perhaps the thought is something like this: if all I learned is E on Monday, it really would be
irrational to be confident in L. So RatEL is actually just false. What would rationalize confidence
in L isn't E all by itself, but E in combination with some proposition about what I judge on Monday.
If that proposition is J, we'll have that
Pr(RatEL) = close to 0

You might also wonder how this would work with the case of RatEP (the proposition that the evidence E supports the
claim that there is enough fuel to make it to Pittsburgh) in the case of PITTSBURGH-HYPOXIA. Should that be 0.5 as
well? But then does that mean that on Monday once you learn H your credence in RatEP should be 0.5? And if so,
does that deliver the the wrong result that your credence in P should be 0.5? I think there may be a way for the Bayesian
defeatist to get around this worry, though it does some require some fancy footwork. It's open to the Bayesian defeatist
to say that on Sunday your credence that RatEP should be 0.5, but unlike in the case of RatEL, where it was plausible
that on Sunday Pr(RatEL|E) = Pr(RatEL), it's not true Pr(RatEP|E) = Pr(RatEP). And that's because, the thought would
go, even if you don't know what E supports, since you start out thinking it highly likely that P is true, you should think to
yourself that if E is true probably what is supports is P. The numbers would need to work out just right so that the support
RatEP got from E, was exactly the number that would be needed to, in combination with the correct bridge principle, to
yield the result that, upon learning H, your should credence in P should be 0.95. But it seems that at least in principle
this could work out.
See note 9 for an example of such a principle.
10

11
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Pr(L) = 0.5
Pr(L|E) = 0.5
Pr(L|E&J) = high
But what exactly is it that I judge on Monday? We've been assuming (on this proposal) that
on Monday I judge something like "it's rational to believe L given E." But why would I judge that? I
am extremely confident (having thought through the considerations in this paper) that it is irrational
to believe L given E. So am I judging some self-referential thing like: "it is rational believe L given E
and I make this very judgment"? That's a possible, but rather exotic way to go. Maybe then the idea
then is that what I judge on Monday isn't a higher order proposition at all, but just the plain old
proposition L? If that's the case then E really does drop entirely out of the picture. What supports
L is just the proposition that I judge that L, whether E is around or not. In which case is there any
sense in which it can be said that E supports L? And wasn't the higher order evidence higher order
precisely because it cast doubt on my ability to evaluate evidence – evidence that purportedly
supported the conclusion I initially reached?
4. The Role of Information Loss
Recently it's been suggested by Bradley (forthcoming) and Levinstein (ms.) that a Bayesian
might treat cases of higher order defeat as instances of information loss (or at least as closely akin to
information loss). The idea is that however the Bayesian handles instances of forgetting12 is how they
should handle

HYPOXIA

(forgetting here involves assigning credence less than 1 to something that

one was certain about). While something along these lines might be the most promising way for a
Bayesian defeatist to go, I do want to register some preliminary worries.
Let's start by asking: what information is being lost? One possibility is the proposition RatEL.
However, for this to count as proper information loss it needs to have been information, in the
relevant sense to begin with. And the relevant sense here involves an assignment of credence 1. But
at least some people sympathetic with views according to which higher order evidence like H should
have significant impacts on our beliefs would not, I believe, want to say that on Sunday your credence
in RatEL should have been 1. Christensen (2008) for example is explicit that even ideally rational
agents, in the best of circumstances, should leave room for the possibility that they have made a

12

For example, by appealing to synchronic conditionalization a la Skyrms (1983) or Hedden (2015).
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rational error, and Dorst's (2019) views of higher order uncertainty also suggest that rational agents
will have some uncertainty about the rationality facts. If we want to allow for the possibility that the
defeatist verdicts hold in HYPOXIA in a case in which you're not certain on Sunday that RatEL, then
the shift in credence between Sunday and Monday isn't going to be explained by losing the
information RatEL. And even if you think there are some cases in which you should be certain that
RatEL, isn't it possible that your situation on Sunday is one that warranted high confidence but not
certainty that RatEL?
Perhaps then the thought isn't that you lose the information RatEL, but rather you lose the
information "my Sunday credence in RatEL is high." While I think there's some plausibility to the
claim that on Monday you don't know "my Sunday credence in RatEL was high" (even assuming your
Sunday credence that RatEL was high and you knew it was on Sunday), I'm not convinced that this
kind of information loss can fully explain the phenomenon in question. To see why consider a
different case:
RATIONALITY-SCHOOL:

When I went to rationality-school as a child I was told by my

teachers that E supports L. Years later I get evidence E. By then I completely forgot that I
was told that E supports L. Nonetheless, I go ahead and conditionalize on E and end up
highly confident that L.
It doesn't seem like I did anything irrational in this case. It's not as if, in order to rationally be
confident that L upon receiving E as an adult, I need to conditionalize on "my teachers in childhood
told me that E supports L." Indeed, even those not privileged enough to have ever gone to rationality
school can, presumably, rationally adopt a high confidence in L in response to E. Now it might be
true that if I find myself with evidence of hypoxia one day, it sure would be nice if I did remember
what they told me in childhood about RatEL. But given that at no point did I need that evidence to
rationally be confident that L in response E, the explanation for why I'm not confident that L in
response to E upon learning H shouldn't appeal to the fact that I forgot what I learned in rationality
school.
Similarly, it seems, it's not as if on Monday, in order to rationally be confident that L in
response to E, I need to have as part of my evidence "on Sunday I was confident that RatEL." (Indeed
to think there is such a requirement would arguably lead to a regress – for on Sunday, in order to
have a high credence in L given E, did I need to have as part of my evidence that on Saturday I was
confident that RatEL?). And if E rationalizes high credence in L, even in the absence of information
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about my Sunday credences in RatEL, (or information about what was my friends think about RatEL,
or what I was taught in rationality school about RatEL, etc), then loss of such information can't fully
explain why I shouldn't be confident that L on Monday.
Conclusion
In this paper I've surveyed a number of strategies for dealing with defeat in a Bayesian context:
strategies ranging a straightforward application of Bayes' theorem, to maneuvers involving appeals to
self-locating propositions and information loss. All of these strategies, I've argued, face problems.
While I have not completely ruled out the prospect of offering a classical Bayesian account of defeat,
I think these problems suggest that we should take seriously the possibility that these Bayesianism
and defeatism simply don't sit well together. Perhaps, our sensitivity to higher order defeat involves
a departure from Bayesianism, and the next step is to explore what such a departure involves and
when, and, if it should be thought of as rational.
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